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The cold start
problem




Remembering prior
work

Ben is a dev working on a large codebase, he's on-call this
week, and his days are packed! Fortunately, he has Copilot to
help him with his work.

Monday Tuesday Wednesday Thursday

o
Quiet and productive Incident declared Issue resolved Back to planned work A familiar incident,
but no memory
Progress on planned Investigating and building Finding root cause and Return to planned work. A related incident occurs,
tasks. critical context. deploying fix. but the agent remembers
nothing.
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The cold start problem

We work alongside agents as colleagues, but without the ability to
remember past work, it's like a coworker whose memory is wiped every
day! They have no recollection of:

O G

Past incidents Past workflows you've used

No recollection of what caused the No recollection of the data analysis
incident that the agent investigated that Ben did to measure latency
alongside Ben improvements, and the key levers

that improved it

a

Your user preferences
No recollection that Ben hates em-

dashes and likes direct and succinct

language
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THE COLD START PROBLEM

Some ways to
make agents
remember

Public preview - Jan. 26'

Allowing agents to store repo
and user-based snippets of
information during a session

000 (< & github.com

Agentic memory for GitHub Copilot
IS In public preview

& Copilot -

Coding agent

p ing a b
Copilot Memory  Preview Enabled ~
You can use to remember repository context across Copilot agent interactions. This preview is

governed by

MCP servers in Copilot Enabled
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@ github.com

Copilot Chat now sees your agent
sessions

What were the desert plant types added to my Garden game in this agent
session? https://github.com/github/monalisa/tasks/88f42d76-920c-44ef-
bea0-4f929777bf01

& [ Gathered agant log

The agent session added 4 desert plant types to the DesertGarden (Cactus Garden mode) in your Garden
game. They are defined in the DESERT PLANT TYPES constant

@ Type Notes
1 ot e.g. Saguaro Cactus — slow-growing, high heat resistance (default 8), full desert
cactus
sun
2 succulent e.g9. Aloe Vera — slightly higher water needs, can prefer partial shade
desert
3 Desert-compatible flowering plants
flower
4 tumbleweed Fragile, fast-growing, low heat resistance — most vulnerable to sandstorms
Only plants with one of these four types canbe ad = 'to a DesertGarden . Any other type (like vegetable )is

rejected with the message: "X is not a desert-com,
flower, tumbleweed",

ole plant. Allowed types: cactus, succulent, desert

THE COLD START PROBLEM

Some ways to
make agents
remember

Release - Jun. 26'

Letting your agents access
other sessions
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This talk is about the system we
built to eval these features




Modeling how
developers work




Developer work is

Many benchmarks currently measure one-off pieces of work and grade
agents on those standalone tasks. This is fundamentally different than
how we operate as developers

A solo developer's weekly schedule of work on a feature might look like:

Monday Tuesday Wednesday Thursday Friday

Implement core !oackend Hook up telemetry Build frontend Bug Fixing Test_, polish, a.nd run
functionality online experiment
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Developer work is

Most projects are built by teams working together and building on top of
each other, not by solo developers.

Monday Tuesday Wednesday Thursday Friday

APl integration Auth refactor Tests and docs

ALICE-BACKEND

Search implementation Experiment setup Metrics and planning

BEN-PRODUCT

Cache optimization Load testing Monitoring and release

JOE-PERFORMANCE AND RELIABILITY
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Developer work is (often)

The repos on which developers build are often large, complex, and
sometimes messy!

Repos above 100MB

25%

PRs that touch 6 or more
files

30%
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BENCHMARK REQUIREMENTS =J I(-l

How can we —— Colborative

build o O p— S ——
benchmark that

tests how well G S

a gents I earn Messy Extensible

Repos are often complex and This benchmark needs to test
intertwined with other various repo scenarios and be

Ove r ti m e? dependencies easily extensible
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Software development as a graph

Evaluate agents completing tasks
sequentially, and accumulating experience
dlong edges. An idealized example:

ROUTING ADAPTER

BUILD RUNTIME INTEGRATE
DEFINE API CORE HARNESS AUTOMATED TESTS FEATURE FLAG

SAFETY AND
TELEMETRY

Two questions remain:
1. How do we build these abstract graphs?

2. How do we build benchmarks to represent these nodes?

)
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BUILDING THE GRAPH

A graph of GitHub

PRs

&7

Create candidate
nodes

Given a PR use GitHub’s
semantic issue search
capabilities to generate a
list of n related PRs

5[

Greedily add nodes

Add edges connecting
the target PR to related
PRs, then repeat for each
node

DEPTH 2 #53187 #78552 #81910
Foundations Recover from Plugin type First WinRM
input failure annotations tests
| \ | |
DEPTH 1 #78869 #81538 #81923
Direct Read timeout Resilient Broader WinRM
predecessors fix command input tests
DEPTH 0
Target PR #82766

Avoid hang on
stdin write failure
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BUILDING THE NODES

Benchpress

- Turns real software changes into
standardized coding challenges

- Creates everything needed to evaluate an Al
coding agent: instructions, tests, environment,
and known solution

- Works with repositories hosted on GitHub
and Azure DevOps

- Makes it easier to compare Al coding agents
fairly and consistently




BENCHPRESS / HOW IT WORKS

From real fixes to repeatable tasks

01 02 03
A real code change Al builds the task A runnable challenge
Start with a merged PR from Write the problem and tests. A self-contained task
a developer's repository. Recreate the starting setup. agents can attempt in the

same setup every time.

Each task becomes one node in our graph.
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BENCHPRESS / A CONCRETE EXAMPLE

What do Benchpress tasks look like?

WHAT THE AGENT GETS HOW WE CHECK IT
Stop a code-checking tool Tests of the behavior
from CrCIShing on certain Does bad input report an error

. e ithout crashing?
invalid inputs. without crashing

The agent starts from the version A known fix

before the fix. Used to validate the challenge,
not supplied as the agent's answer.

Simplified from a real Roslyn (Microsoft's C#) compiler fix.
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BENCHPRESS / WHY IT MATTERS

Reliable tasks make memory measurable

Without memory With memory
MEMORY
Task B Task A Task B
No earlier experience Experience from a related task

Allows us to answer: What impact does memory have on task B?
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MEASURING MEMORY

What can we now
measure with this?

Does accumulating knowledge and giving the
agent the ability to "remember” improve:

 How well it performs a task
 How fast it can perform a task

« How efficiently it can perform a task

QUALITY EFFICIENCY
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Evaluating agent
memory




LEARNING FROM OUR BENCHMARKS

The three components of a memory
system

57 P> G

What to remember? How to deliver it? How to update it?
Copilotis already powerful, so how How can we make sure Copilot gets Even the best knowledge goes stale,

can we make it smarter? this information when it needs it? so how do we update it?
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EXAMPLES

Real pull
requests from
VS-Code

These PRs are related.

There should be some
learnings between them.

Let’s evaluate how Copilot
learns!

Ja agents/block4a-reconcile-v2-chat-catalogs - main

agentHost: reconcile older-build edits into normalized chat
catalogs and convert every session (Block 4a) #341904

Description Files 31 Reviews + 4/4 Checks v 36/36 Commits 24

Problem

Since #340980 and #341086, Copilot CLI, Claude and Codex sessions keep a legacy chat
catalog (authority 1), and conversion to the normalized catalog (authority 2, chats_v2)is
disabled for them. That's because a stable build without normalized-catalog code (1.140
and 1.141) writes only the legacy stores, and on a normalized session those edits were lost
on the next upgrade:

o created chats dropped from the list;
e deleted chats came back;

e archive, read and order changes reverted.

Moving chats between sessions (Block 4) only works on normalized catalogs, so this
blocks it.

Change

OCTOBER 16, 2026, AT 02:51:36

PR #341904

This PR adds a way to update old chat
records, retrying when they aren’t
ready.

% Merged Jﬁ agents/fix-catalog-conversion-retry-storm - main

agentHost: stop retrying chat catalog conversions that wait for
an impossible re-projection #342077 ©

Description Files 6 Reviews Checks v 48/48 Commits 2

Fixes a production regression from Move Chats Block 4a (#341904). There is no separate
issue; it was found in today's Insiders agent host logs.

Root cause

Block 4a C4 removed the requiresLegacyChatCatalog gate, so older provider-scheme
sessions ( codex:/, copilotcli:/, claude:/ ) now go through chat catalog
conversion. For about 110 of them, the provider can't vouch for the session. Either it is
registered with an unreadable catalog ( providerUnavailable ), or it no longer knows the
session ( sourceUnresolvable , parked). Their aggregate therefore never becomes
verified, and every conversion ends notReady: the session aggregate is
unverified or awaits its re-projection.Each attempt then fed aloop:

1. Opened the session DB before checking. _migrateChatCatalog ran
reconcilelegacy and runMigrationExclusive , which calls tryOpenDatabase,

before migrateChatCatalogV2 read the cheap central state.

I L L B T L o PPV e | P v

OCTOBER 16, 2026, AT 17:15:00

PR #342077

This PR fixes that same retry logic so it
waits until the records are actually
ready.




EXAMPLES

Turn the PRs
INto test
cases

Use Benchpress to turn these
PRs into Harbor-compatible
test cases

Upgrade old chat records
automatically

Problem

Some saved chats still use an older format.
Changes made by older app versions can also be
missed by the new format.

Expected behavior

e Add automatic upgrades for every saved session,
preserving changes made by older app versions.

¢ |f an upgrade needs refreshed session data,
defer it and retry after that data is refreshed.

OCTOBER 16, 2026, AT 02:51:36

PR #341904

We solve this task first and pass state
to the next test case.

they are ready

Problem

The chat upgrade process from Task 1 keeps
retrying some records even when their required
session data cannot be refreshed yet.

Expected behavior

¢ Fix the existing retry logic so it waits until the
required session data is confirmed ready.

¢ Leave blocked upgrades waiting without

repeated attempts, then resume when their data
becomes ready.

OCTOBER 16, 2026, AT 17:15:00

PR #342077

We measure performance on this task
with and without the upstream memory.



Learning what to remember

©

PR#341904 VSCODE

_convertReprojected(...)

+ dirty: readonly
IRegisteredSession[]

Granular knowledge is immediately stale

MEMORY

_convertReprojected(
dirty: readonly
IRegisteredSession|],
outcomes: readonly
AgentHostCatalogReconciliatio
nOutcomel[],

token: CancellationToken

PR#342077 VSCODE

_convertReprojected(...)

— dirty: readonly
IRegisteredSession|[]

+ receiptBySession:
ReadonlyMap<string, ..>
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Learning what to remember
©

Broad knowledge is still useful

PR#341904 VSCODE MEMORY PR#342077 VSCODE

Agen'tHOS'tCata -Log Recon _COI’IVEI’tREpl’OjECtEd( ces)
_convertReprojected(...)

ciliationService .
— dirty: readonly

+ dirty: readonly coordinates chat catalog IRegisteredaessianlil

UL SIS R conversion with session N

receiptBySession:
ReadonlyMap<string, ..>

aggregate re-projection.
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Learning what to remember
©

Copilot already can learn this with one file view

PR#341904 VSCODE MEMORY PR#342077 VSCODE

AgentHostCatalogRecon

_convertReprojected( v ) TS View agentHostCatalogReconciliationService.ts
ciliationService

AgentHostCatalogReconciliationService

+ dirty: readonly Coordinates Chat Catalog coordinates chat catalog conversion with session

aggregate re-projection.
TRegisteredSession] conversion with session

aggregate re-projection.
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Learning what to remember
©

This saves the agent more time, decreases probability of failure

PR#341904 VSCODE MEMORY PR#342077 VSCODE

DeferrEd |egaCy-Chat v Read agentHostCatalogReconciliationService.ts, a...

nOI’maﬁzatlon resumes TS View agentHostCatalogReconciliationService.ts

convertReprojected(...) e . TS View agentService.ts
- proJ after reconciliation, o

View agentHostChatCatalogMigration.ts

shares the session write TS View agentHostCatalogSyncService.ts
+ dirty: readonly TS

IRegisteredSession|] gueue, and atomically

View agentHostDatabase.ts

. Deferred legacy-chat normalization resumes after
reChECkS Its source reconciliation, shares the session write queue, and

atomically rechecks its source receipt before

receipt before activation.
activation.
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Learning what to remember




We can build a useful memory,
but not every memory is useful all
the time




So how do we choose the right
memory?

At the right time”?




Learning how to deliver a memory

Assemble a graph with two upstream tasks:
Can Copilot find and use the right memory?

PR#341904 VSCODE

PR#342077 VSCODE

Not relevant PR
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Learning how to deliver a memory

Can we still find the right memory when our memory bank gets bigger?

PR#342077 VSCODE
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Learning how to deliver a memory

SYSTEM SYSTEM

Resume waiting chat upgrades when their provider

You are a coding agent. You are a coding agent. becomes available.
MEMORY

. . . AGENT » TOOL CALL
Retry a chat upgrade only when its session data is

confirmed ready. Missing from the “needs work" list Resume waiting chat upgrades when their provider read_file("memory/chat-upgrades.md*)

does not mean ready. becomes available.

TOOL RESULT
MEMORY

Retry a chat upgrade only when its session data is MEMORY
confirmed ready. Missing from the “needs work" list Retry a chat upgrade only when its session data is

does not mean ready. confirmed ready. Missing from the “needs work” list
does not mean ready.

Resume waiting chat upgrades when their provider
becomes available.

Append to user
System message message Read through a tool

Inject the memory in the system The agent retrieves memory during
instructions. Inject the memory below the task. the task.




Code changes and memories go
stale. So how do we measure how
our system updates?




Learning how to update our memory

Our original PR actually introduced o regression

% Merged t‘f@ agents/fix-catalog-conversion-retry-storm - main

agentHost: stop retrying chat catalog conversions that wait for an
impossible re-projection #342077

Description Files 6 Reviews Checks v 48/48 Commits 2

Fixes a production regression from Move Chats Block 4a (#341904). There is no separate issue; it
was found in today's Insiders agent host logs.
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Learning how to update our memory

Add a third task to our sequence, which tests that we have healed.

(1) Regression XY Fix (D Test healed

PR#341904 VSCODE PR#342077 VSCODE PR#342127 VSCODE

Regression: Blocked sessions . . .
g Fix: Require proof that session Memory test: Check whether the

data is ready before retrying an agent preserves that readiness
upgrade. rule when adding provider-

were mistaken for ready ones,
causing repeated upgrade

attempts. )
recovery behavior.
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Learning how to update our memory

Provenance - recording why we remembered something

MEMORY + REASON

Memory

Only retry chat upgrades when session data is
confirmed ready.

Why this memory was added

Blocked sessions were mistaken for ready ones, causing

repeated retries.
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Learning how to update our memory

Provenance - recording where the memory came from?

MEMORY + SOURCE

Memory

Only retry chat upgrades when session data is
confirmed ready.

Source of this memory

PR #342077 fixed the retry regression from PR #341904.
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What's next?
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Agents are always improving,
rendering past learnings outdated.




Evaluations keep the learning loop
running by revealing what works,
what breaks, and what to improve
next.




—

) Thank you

oERm




How was this
session?

We do actually read these. It's how Universe
gets better every year.
Scan to review.
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